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ABSTRACT 

Sub-visible particles in therapeutic protein formulations are an increasing manufacturing and regulatory 
concern due to their potential to cause adverse immune responses. Flow imaging microscopy is used 
extensively to detect sub-visible particles and investigate product deviations, typically by comparing 
imaging data using histograms of particle descriptors. Such an approach discards much information, and 
requires effort to interpret differences, which is problematic when comparing many data sets. We 
propose to compare imaging data by using the Kullback-Leibler divergence, an information theoretic 
measure of the difference of distributions.1 We use the divergence to generate scatter plots 
representing the similarity between data sets, and to classify new data into previously determined 
categories. Our approach is multidimensional, automated and less biased than traditional techniques. 
We demonstrate the method with FlowCAM® imagery of protein aggregates acquired from monoclonal 
antibody samples subjected to different stresses. The method succeeds in classifying aggregated 
samples by stress condition, and, once trained, is able to identify the stress that caused aggregate 
formation in new samples. In addition to potentially detecting subtle incipient manufacturing faults, the 
method may have applications to verification of product uniformity after manufacturing changes, 
identification of counterfeit products, and development of closely matching bio-similar products. 
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INTRODUCTION 

Because of their potential to cause adverse immune responses in patients,2 particles in formulations of 
therapeutic proteins are a manufacturing and regulatory concern.3,4 This concern dictates that large 
numbers of analyses be performed to count and identify particles within protein-based drug products. A 
particular recent focus of these analyses is sub-visible particles. Although sub-visible particles smaller 
than 10µm are not explicitly regulated, they may, in fact, comprise more than 90% of the particulate 
matter in a drug product.4 

A number of techniques may be applied to the analysis of sub-visible particles.  One of the most 
commonly used is flow imaging microscopy, in which a microscope is used to record digital images of 
particles as a sample is passed through a microfluidic channel. Flow imaging microscopy generates 
particularly dense data sets of up to around 106 images of particles per experimental run, requiring on 
the order of a gigabyte of storage per data set. Flow imaging microscopy is used routinely in process 
monitoring, resulting in very large sets of particle images that are recorded and stored indefinitely. 
Typical analysis of these large collections of data consists largely of sorting images in order to estimate 
the number and size distributions of protein particles and non-protein particles (e.g., silicone oil 
droplets).5,6 Presumably, however, much untapped information remains in these data sets. 

Protein aggregates may vary considerably in their characteristics.7 Even for the same protein, aggregates 
produced by different stresses such as freeze-thawing, exposure to air-water interfaces, pH extremes, 
elevated temperatures or chemical degradation may exhibit different characteristic sizes and 
morphologies. In turn, immune responses to protein aggregates and particles may depend on these 
characteristics, with some types of aggregates appearing to be more immunogenic than others.7–12 For 
example, in one study, protein aggregates produced by process-related conditions and low pH were not 
immunogenic.13 Another study showed that larger, insoluble aggregates induced in an antibody 
formulation by UV-light exposure were more immunogenic than soluble oligomeric aggregates of the 
same protein.14 At the present time, it is unclear which characteristic(s) of protein aggregates might 
alter their immunogenicity, in part because of the difficulties involved in assessing whether different 
populations of particles (e.g., particles generated through different mechanisms of formation) are 
present in a given sample. The immunogenicity of a protein aggregate may depend on the mechanism 
by which it was formed, and we hypothesize that observable characteristics in flow microscopy images 
of the particles will also be sensitive to different mechanisms of aggregate formation. 

Current methods of visualizing differences in flow microscopy particle image data sets largely consist of 
plotting particle descriptors with histograms, scatter charts or density plots (e.g., plots of particle 
population density vs. particle diameter). A few shortcomings are apparent in these methods. For 
example, they require projecting data down to 1 or 2 dimensions, potentially discarding a great deal of 
the information inherent in the large collection of photomicrographs that is routinely collected in flow 
microscopy analysis. Selecting particle descriptors and size bins not only discards information but also 
constitutes a bias regarding what information is significant. In addition, these methods require human 
effort to interpret differences between plots, which is especially problematic when comparing many 
data sets. 

A multidimensional, automated and less-biased method of comparing data sets uses the Kullback-Leibler 
divergence (KLD),1 an information theoretic measure of the difference of distributions. It has recently 
found use in process monitoring, for the detection and diagnosis of faults.15–17 For process monitoring, 
one compares current process data sets to data sets collected earlier when the process was running 
without faults. 
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We propose to use the Kullback-Leibler divergence and multidimensional scaling (MDS) to generate a 
scatter plot in which flow imaging microscopy data sets that are similar appear as points near each 
other, and dissimilar data sets appear farther from each other. In this way, the distributions are 
compared in the full dimensional space of particle properties, without human effort to compare 
distributions by eye.  

We demonstrate the method using FlowCAM® analysis to record images of proteinaceous particles that 
were generated in formulations of a monoclonal antibody (mAb) subjected to different stresses. mAb 
samples were exposed to one of three different stresses in order to induce aggregation: freeze-thawing, 
thermal stress and combined shaking and pH stresses. Freeze-thawing and the pH and interface-
associated shaking stresses were selected due to their relevance to the production, transportation and 
use of protein therapeutics. For instance, most protein therapeutics undergo at least one freeze-thaw 
cycle during manufacturing, storage and transportation. Similarly, as a part of the manufacturing 
process, most therapeutic protein products will be exposed to solutions with a variety of pH values, and 
proteins are exposed to a variety of potentially-damaging interfaces during filling, transportation and 
handling. In contrast, therapeutic proteins are rarely exposed to high temperatures over the course of 
manufacturing, transportation, and use. However, thermal stress was included in this analysis because 
of its prevalence in other protein stability studies. 

We find that application of the Kullback-Leibler divergence and MDS method to FlowCAM® image data 
sets allows the stress condition that fostered protein particle formation to be identified, even in data 
sets where it would be difficult to confidently distinguish differences in the data sets by eye using 
histograms, density plots or raw images. In addition, we characterize the algorithm’s performance for 
various data set sizes and smoothing radii. We end by discussing possible applications and extensions of 
the method. 

MATERIALS AND METHODS 

Materials 

Lyophilized mAb was donated by Medimmune, Inc. (Gaithersburg, Maryland) as a lyophilized 
formulation. The purity and monodispersity of the mAb were confirmed via SEC-HPLC. All salts used in 
buffer preparation were of reagent grade or higher. Ultrapure water used in buffer preparation was 
supplied using a PURELAB flex 2 (Elga LabWater, United Kingdom). Hellmanex® III was obtained from 
Hellma® Analytics (Germany). 20 μm Duke Standards™ calibration beads used in flow imaging 
microscopy calibration were obtained from ThermoScientific (Waltham, WA). 

Sample Preparation 

Stock mAb was reconstituted with water from the lyophilized formulation and dialyzed using a 3.5 kDa 
MWCO cassette into 230 mM KCl at pH 6.0. The solution was then filtered with a 0.1 μm filter to remove 
any large aggregates that were formed before stresses were applied to the solution. This solution was 
then diluted to the desired concentration using additional KCl solution that had been filtered with a 0.22 
μm filter.  

Freeze-Thaw Stress 

Three 2 mL microcentrifuge tubes were each filled with 1 mL aliquots of a 1 mg/mL mAb solution. 
Samples were then subjected to 10 freeze-thaw cycles. For each cycle, samples were chilled at -80 °C for 
20 minutes and then allowed to thaw at room temperature for 20 minutes. After the final cycle, the 
solutions were analyzed via flow imaging microscopy. 
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Shaking and pH Stress 

A solution of 1 mg/mL mAb was dialyzed into a 230 mM KCl, 20 mM citrate solution at pH 3.0 overnight. 
The solution was then dialyzed into a 230 mM KCl, 20 mM histidine solution at pH 6.0. Three 1-mL 
aliquots of the resulting mAb solution were then placed in 2 mL microcentrifuge tubes and shaken 
horizontally at 400 RPM overnight. The resulting samples were then analyzed via flow imaging 
microscopy. 

Thermal Stress 

Three 2-mL microcentrifuge tubes were each filled with 1 mL aliquots of 1 mg/mL mAb solution. These 
samples were then placed vertically in a glass beaker and covered with aluminum foil. The covered 
beaker was then placed in 60 °C incubator for three days. At the end of the third day the samples were 
analyzed via flow imaging microscopy. 

Flow Imaging Microscopy 

A FlowCAM® VS (Fluid Imaging Technologies, Inc., Scarborough, ME) instrument with a 100 μm flow cell 
and a 10x objective was used to collect images of particles of sizes between 2 and 100 μm in diameter. 
Prior to use, the flow cell was flushed with 1% Hellmanex® III solution and ultrapure water. The flash 
duration was set so that the average pixel intensity of the background was 165. The focus of the camera 
was set using the default autofocus procedure on 2 drops of 20 μm Duke Standards™ calibration beads. 
AutoImage mode was used to collect images at a rate of 20 s-1 and 30% efficiency.  

Two 200-μL replicates were performed on each sample. For each replicate, 250 μL of sample was fed 
into the sample tip. After priming the flow cell with sample, an additional 200 μL of ultrapure water was 
added to avoid dry-out in the fluidics. 200 μL of sample were analyzed at a flow rate of 0.08 ml min-1 per 
replicate. The flow cell was cleaned with ultrapure water between measurements.  

Image Analysis 

Data analysis was performed with custom software developed in Mathematica (Wolfram Research, 
Champaign, IL). Segmentation of the images into particle and background was performed with a new 
algorithm better able to distinguish translucent particles.18 Particle size was calculated by counting the 
pixels in a particle mask and reported as the equivalent-area-circle diameter. Particle aspect ratio was 
determined by using principal component analysis to fit an ellipse to the particle mask pixel positions, 
and then dividing the length of the minor axis by the length of the major axis.  Particle color was 
determined by averaging pixel RGB values in the particle region. 

Kullback-Leibler Divergence 

The divergence between pairs of image datasets was calculated using particle descriptors such as size 
and aspect ratio. A low divergence is an indication of similarity in distributions of particle images. 

We start with 𝑁 datasets, with the 𝑖th dataset containing 𝑛𝑖 particles described by 𝐿 descriptors. Each 

dataset has a corresponding matrix of descriptors containing elements 𝑑𝑘𝑙
𝑖 , with 𝑖 = 1 … 𝑁 denoting the 

data set,  𝑘 = 1 … 𝑛𝑖 indexing the particles in data set 𝑖, and 𝑙 = 1 … 𝐿 denoting the descriptor.  We 
standardize the matrices by subtracting from each matrix column the mean of that column and then 
rescaling each column to have unit standard deviation.  In the following, vector notation denotes a row 

of a standardized matrix (𝑑𝑘
𝑖  is row 𝑘 of the standardized matrix for dataset i).  



6 
 

A probability density function 𝑝𝑖(�⃑�) can be estimated for dataset 𝑖 using the Parzen window method19 

 
𝑝𝑖(�⃑�) ≅

1

𝑛𝑖
∑ 𝑠(𝑑𝑘

𝑖 −  �⃑�)

𝑛𝑖

𝑘=1

 (1) 

where the kernel 𝑠 is a normalized probability density function, and �⃑� is a vector of length 𝐿. The kernel 
chosen was a hard sphere of radius 0.4, unless otherwise specified.  
 

The KLD between two distributions 𝑝𝑖  and  𝑝𝑗  is defined as1,20 
 
 

𝐾(𝑝𝑖‖ 𝑝𝑗) = ∫ 𝑝𝑖(�⃑�) log
𝑝𝑖(�⃑�)

𝑝𝑗(�⃑�)
𝑑�⃑�

𝑅𝐿

 (2) 

 

Equation 2 can be estimated between two datasets 𝑑𝑘
𝑖   and 𝑑𝑘

𝑗
 with20 

 
𝐾(𝑝𝑖‖ 𝑝𝑗) ≅

1

𝑛𝑖
∑ log

𝑝𝑖(𝑑𝑘
𝑖 )

𝑝𝑗(𝑑𝑘
𝑖 )

𝑛𝑖

𝑘=1

 (3) 

A common misunderstanding regarding Equation 3 is that the summand seems to lack the weighting by 

𝑝𝑖(�⃑�) found in Equation 2.  The presence of weighting can be illustrated by analogy to Monte-Carlo 
integration.  If the datapoints used in a Monte-Carlo integration are sampled from a uniform 
distribution, we get an estimate of the integral.  If, however, the data points used in the integration are 
sampled from a non-uniform distribution, we get an estimate of the integral with weighting by the non-
uniform distribution.  Similarly, Equation 3 estimates the integral of its summand weighted by the 
distribution that generated dataset 𝑖. 

Equation 3 was used to build a matrix 𝐴 with elements 𝑎𝑖𝑗  containing the divergence between datasets 𝑖 

and 𝑗: 

 𝑎𝑖𝑗 = 𝐾(𝑝𝑖‖ 𝑝𝑗) (4) 

where 𝑖 and 𝑗 range from 1 to 𝑁. 

Multidimensional Scaling  

It is desirable to convert the pairwise divergences contained in matrix 𝐴 into a more useful low-
dimensional embedding. Multidimensional scaling (MDS) is a technique that is capable of generating a 
low-dimensional embedding from a matrix containing pairwise distances that best captures the relative 
similarity between the data sets described by the matrix. As an illustration, MDS can recover a map of 
several cities from a matrix containing pairwise distances between the cities. The correct rotation and 
translation are of course not recovered (e.g., we wouldn’t know whether the map was upside down or 
not), since that information is absent from pairwise distances. Although typical MDS techniques are not 
valid for matrices containing pairwise divergences as opposed to distances, MDS may still be used in a 
topologically agnostic manner to generate a useful low dimensional embedding of data. 

Classical multidimensional scaling (CMDS) is a variant of MDS that has the advantage of being solvable 
with linear methods in a single iteration. We are given a matrix 𝐴 of pairwise squared distances, 𝑎𝑖𝑗, 

with 𝑖 and 𝑗 ranging from 1 to 𝑁. Here 𝑁 is the number of data sets, as in the previous section. We seek 



7 
 

a list of hypothetical data points �⃑�𝑖 such that the pairwise squared distances between the �⃑�𝑖 are similar 
to  𝑎𝑖𝑗: 

 
min

𝑋
∑ ∑ ‖ 𝑎𝑖𝑗 − ‖�⃑�𝑖 − �⃑�𝑗‖

2
‖

2
𝑁

𝑗=1

𝑁

𝑖=1

 (5) 

The above expression appears difficult to minimize analytically. The key idea of CMDS is that translations 
in �⃑�𝑖 can be projected out, transforming the minimization into an easy eigenproblem. We define the 

centering matrix ℎ𝑖𝑘 = 𝛿𝑖𝑘 − 1
𝑁⁄ , where 𝑖 and 𝑘 range from 1 to 𝑁, and 𝛿 is the Kronecker delta.  The 

centering matrix is a projector, projecting out the subspace of the all ones vector. Omitting details,21,22 
the minimization turns to 

 

min
𝑋

∑ ∑ ‖∑ ∑  ℎ𝑖𝑘  𝑎𝑘𝑙ℎ𝑙𝑗 − �⃑�𝑖 ∙ �⃑�𝑗

𝑁

𝑙=1

𝑁

𝑘=1

‖

2𝑁

𝑗=1

𝑁

𝑖=1

 (6) 

The above expression has the form min𝑋‖𝐵 − 𝑋𝑋𝑇‖2. By the Eckart-Young-Mirsky theorem, it is solved 
by the singular value decomposition (SVD) of matrix 𝐵:22,23  

 
𝑏𝑖𝑗 = ∑ 𝑢𝑚𝑖𝜆𝑚𝑣𝑚𝑗

𝑁

𝑚=1

  (7) 

where 𝑢𝑚𝑖 and 𝑣𝑚𝑗 are elements of the left and right singular vectors of matrix 𝐵, respectively, and 𝜆𝑚 

are singular values of matrix 𝐵.  We can use a subset of the left singular vectors and the associated 
singular values to find 𝑋, a low-dimensional representation of matrix 𝐴. If, for example, we seek a 2 
dimensional solution for 𝑋 then we use the first two singular vectors and values: 

 𝑥𝑖𝑚 = 𝑢𝑚𝑖√𝜆𝑚 ,  m=1...2 (8) 

CMDS was applied to the matrix 𝐴 defined in the previous section. Since CMDS requires the squared 
distances matrix to be symmetric, 𝐴 was first symmetrized by adding it to its transpose. We plot the 
result of CMDS as 2 dimensional scatter plots. Though a scatter plot is 2 dimensional, the analysis is 
internally capable of comparing distributions in higher dimensional spaces. 

As noted earlier, CMDS does not recover the rotation or translation, which is natural, since that 
information is absent from a pairwise distance matrix. It may seem impossible for the method to recover 
data points by a least squares method, without being given a rotation and translation. It is important to 
remember, however, that the method does not minimize the squared distance between recovered data 
points and given data points, since data points are not given in the setup to the problem anyhow. 

Alignment 

The signs of singular vectors returned by SVD are arbitrary, resulting in figures that may be flipped along 
the direction of one or more axes. In addition, when eigenvalues are very near each other, small 
changes in the input to SVD can result in crossing of the eigenvalues and reordering of the singular 
vectors, having the effect of swapping axes in figures. The flipping and swapping of axes makes figures 
difficult to compare visually. To fix this, all the MDS results in Figures 4-6 were aligned to Figure 3 with a 
2D linear transform, obtained by a least squares fit. 
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Since the fitted transformation is linear, it is only capable of rotating data and inverting or rescaling data 
along orthogonal axes. Rotation and inversion of axes do not affect what points are neighbors to other 
points. Resizing of axes, on the other hand, could affect neighborhood relationships, by making data 
points closer or farther along different directions (i.e. shrinking or expanding the data set in these 
directions). It is expected, however, that this would be a small effect since the distance matrices 
involved in Figures 4-6 are presumably comparable. 

Lever rule analysis 

While the resulting plot may appear challenging to analyze, the plots generated by this analysis convey 
complex similarity information between multiple data sets simultaneously in a manner that is intuitive 
to interpret. For instance, the location of a point relative to the other points on the figure indicates the 
similarity of the corresponding data set to all other data sets in the analysis. Consider a case where a 
series of protein samples were stressed in one of two ways and, when processed using this approach, 
generated two separate clusters of data on the resulting plot. If the position of a data point on the plot 
reflects the similarity of the corresponding data sets to the other data sets used in the analysis, including 
an additional data set in the analysis will result in a point on the figure embedded at a location indicative 
of the data set’s similarity to both clusters. Therefore, if an additional sample were included in the 
analysis that had characteristics of both stress (e.g. a sample that had experienced both stresses), we 
expect that the new data set would appear close to both clusters in the embedding—at a location 
between the two clusters. We also expect that the proximity of this new data set to the clusters would 
indicate how similar the corresponding data set is to those of the two clusters. If the new data set has 
character closer to that of one cluster, the new data point should appear closer to that cluster in the 
embedding. Ideally, the position of the new data set should also exhibit lever rule-like behavior— the 
linear distance between the data point and the two clusters should correlate linearly with how similar 
the corresponding data set is with that of the clusters. 

To determine whether the resulting projection could be analyzed using a lever rule analysis, artificial 
data sets containing a mixture of particle images generated from either shaking and pH stress or freeze-
thaw stress were generated and analyzed using the KLD approach. The simulated data sets are plotted in 
Figure 7.  Data sets containing 25% freeze-thaw particles and 75% shaking and pH particles, 50% freeze-
thaw particles and 50% shaking and pH particles, or 75% freeze-thaw particles and 25% shaking and pH 
particles were generated by randomly selecting particles from each run of a given stress. For each 
composition, 100 simulated data sets were generated with 1000 particles each. These data sets were 
analyzed along with the experimental data sets for both freeze-thaw and shaking and pH. The estimated 
composition of the new data sets was determined by adjusting the axis so that the average pure freeze-
thaw stress data set was at (0, 0) and average pure shaking and pH data set was at (0, 1) on the CMDS 
plot and calculating the average coordinate of the data sets at each composition. Errors are reported as 
the standard deviation of each composition in the y-direction of the figure. 

Classification 

Several applications of the method rely on classification. For example, one may wish to analyze a 
counterfeited brand-name product to determine what generic brand was used.  Similarly, in our dataset 
we should be able to identify the stress that caused aggregate formation in new samples. 

To test classification, we generated a new “test set” of samples stressed by either freeze-thaw stress or 
shaking and pH stress.  Triplicate samples were generated for each stress, and FlowCam images of the 
resulting aggregates were then recorded in duplicate for each of the samples, resulting in six imaging 
datasets per test stress condition.  We then attempted to determine the stress condition that had 
generated each of the test data sets.  To do this, we compared the divergences between each of the 12 
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test data sets and the previously obtained 18 data sets (the “training set”) comprising freeze-thaw 
stress, shaking and pH stress, and incubation at elevated temperature. For each of the three training set 
stresses, the divergences of the training data sets with a test data set were averaged, and the training 
stress with the lowest mean divergence from the test data set was selected as the best matching stress 
for the test data set.   

RESULTS 

Images 

The number of particles detected by flow microscopy in all the samples and runs ranged from 198 to 
45431, with a median particle number of 21062. The fluid volumes imaged were .05ml for the freeze-
thaw stress condition, .092ml for the thermal stress condition and .092ml for shaking and pH induced 
stress. Figure 1 shows 100 randomly selected images for each stress condition. The freeze-thaw stress, 
along with shaking and pH, seemed to result in particles that appear brighter. Incubation at elevated 
temperature may have formed more fibrils than the other two stresses. Otherwise, the data sets seem 
visually similar. 

Histograms 

Figure 2 shows histograms of aspect ratios. For each stress condition, the first 3 samples are shown, and 
the first two runs within each sample. The sample and run number are shown in the inset to each plot, 
along with the number of particles in the data set. In Figure 2, we see that incubation at elevated 
temperature tended to generate longer particles than other stresses.  However, particles produced by 
freeze-thaw and shaking stresses are still difficult to distinguish, though freeze-thaw appears to have 
generated slightly more long particles than the shaking and pH stress.  Although such histograms are 
frequently used to analyze and compare microflow imaging data sets, it is clear from Figure 2 that any 
differences between the particles produced by the different applied stresses are difficult to discern by 
eye. 

Plots of divergence between data sets 

A plot of the KLD between data sets is shown in Figure 3. The particle descriptor utilized was the aspect 
ratio.  The grouping found in Figure 2 appears again, though here it was recovered and plotted 
automatically. Image data sets for particles generated by freeze-thawing cluster tightly, as do the data 
sets for aggregates generated by shaking and pH. Data sets for aggregates formed by incubation at 
elevated temperature, though clustered less tightly, are still distinguishable from other stress 
conditions. 

Effect of descriptor choices on divergence plots 

Figure 4 shows the divergence plots for a few choices and combinations of descriptors. Constructing the 
plot using only the size descriptor (Figure 4a) results in poor separation of stresses.  Particle color (Figure 
4b) gives somewhat better separation between stresses than aspect ratio (Figure 3). Combining color 
and aspect ratio does not significantly improve the separation of clusters, as seen in Figure 4c. 

 Effect of data set size on divergence plots 

What is a minimum number of particles that individual data sets must possess for the KLD to be reliable 
and the stresses well separated? In Figure 5 we show the effect of data set size on the divergence plots. 
The descriptor used was the aspect ratio. Random subsets of the data sets were used to generate the 
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KLD’s. When the subset size was greater than the number of particles in a data set, the data set was 
sampled with replacement, and without replacement otherwise. Separation of stresses appears at 250 
particles, improves at 500 particles, and does not change much for greater numbers of particles. All 
other applications of KLD in this paper use a subset size of 2000 particles. 

Effect of smoothing kernel radius on divergence plots 

What is a good smoothing kernel radius for the computation of the KLD? A radius that is too large 
smooths out significant small features, while a radius that is too small retains noise. We determined a 
rough optimum by finding a value that results in good separation of stresses. Figure 6 shows the 
divergence plots calculated for radii between 0.02 and 4.8, scaled as described in the methods section.  
The descriptor used was the aspect ratio.   

The lowest radius of 0.02 did not separate the freeze-thaw stress from the shaking and pH stress.  Mid-
range radii between 0.12 and 3.6 resulted in separation between stress conditions, and the separation 
appears nearly independent of radius.  The highest radius of 4.8 did not separate the freeze-thaw stress 
from incubation at high temperature. 

All other applications of KLD in this paper use a radius of 0.4. 

Lever rule analysis 

The average position of each type of synthesized data set is in agreement with the positions expected 
from the lever rule: data sets containing 25% freeze-thaw aggregates were estimated as having 26±3% 
freeze-thaw character, data sets with 50% freeze-thaw aggregates were estimated to contain 50±3% 
freeze-thaw character, and data sets with 75% freeze-thaw aggregates were estimated to contain 
76±3% freeze-thaw character. These results indicate that lever rule analysis is a valid approach for 
estimating the character of a particular type of aggregate in a sample. The ability to apply the lever rule 
to these plots demonstrates that complex similarity information can be obtained by analyzing the linear 
distances between points and clusters on the figure—spatial relationships that are easily interpreted by 
human analysts as well as automated approaches. 

Classification 

New experimental samples were generated by thermal stress and shaking and pH stress, and FlowCAM® 
images of particles within the samples were recorded. We then attempted to determine whether the 
stress condition that generated each new data set could be inferred from the images. 

To provide a visual representation of this procedure, in Figure 8 the divergences between individual 
training sets and test sets are plotted as shades of gray, with darker shades indicating lower divergence 
(more similarity).   Figure 8a shows divergences calculated using aspect ratio, and Figure 8b shows 
divergences calculated using particle color.  The horizontal axis corresponds to the training set, 
composed of data sets in the original set of stressed samples.  The left vertical axis corresponds to the 
test data sets, composed of samples generated entirely separately from the training set.  Thus, each 
pixel corresponds to the divergence between a training data set and a test data set. The yellow lines 
separate stress conditions in each data set.  The right vertical axis lists the predicted stress condition for 
each test data set. 

Both methods were able to correctly determine which stress had been used to generate the particles in 
the test set of images. 
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The classification method may be adapted to applications that determine whether a process or product 
is acceptable or should be rejected, such as determining whether a manufactured process is beginning 
to deviate from normal, or whether a biosimilar in development has aggregation behavior closely 
matching that of an original drug. For these applications, one would need a standard set of data sets 
that have been verified as worthy of accepting. When matching biosimilars, for example, these data sets 
would be measurements of the original drug. One would find the pairwise divergences between the 
standard data sets, and then for each standard data set find the mean divergence to the 𝑛 lowest 
diverging standard data sets (i.e. the 𝑛 most similar data sets). A confidence interval would be obtained 
from quantiles of the mean divergences. The confidence intervals would then be used to reject new 
drug samples generating data sets that are too divergent from the 𝑛 nearest standard data sets. It would 
be important to not append newly accepted data sets to the standard set, otherwise the standard set 
would gradually expand to include data that should be rejected. In addition, the scheme described 
above does not account for standard sets possessing regions of sparse, outlying data sets that 
nevertheless correspond to good product. In that case, it may be better to obtain confidence intervals 
for regions of the standard set rather than the entire standard set. We did not perform accept/reject 
analysis on our data since the number of samples we measured is presumably too small to reliably 
obtain confidence intervals. 

DISCUSSION 

Analysis of flow imaging microscopy data sets traditionally focuses on characterizing the distribution of 
sizes and aspect ratios of microparticulate material, and discriminating proteinaceous aggregates from 
other microparticles such as air bubbles and silicone oil droplets.6,24–26 However, in addition to size 
distribution and basic identification of particle type, we anticipate that the images provided by flow 
image microscopy may comprise a rich source of information reflecting the process variables that led to 
generation of particles, and the subtypes of particles that may have been generated by different 
mechanisms. 

Our method succeeded in visually separating images of aggregates formed by different stresses. The 
approach automates the comparison of detailed information in histograms, presenting a view in which 
similar data sets are joined into clusters. The approach is also multidimensional, enabling easy 
comparison of data sets even when the number of particle indicators is too large to plot easily (as it was 
for divergence plots based on color). Since it is multidimensional, it is less biased than traditional 
techniques, allowing one to use many indicators rather than choosing one or two. Multidimensionality 
also yields sensitivity to correlations and more complex dependencies between indicators. Finally, the 
separation of stresses was shown to be of sufficient quality that new image data sets could be classified 
by the stress that caused aggregate formation. 

The proposed method has the potential to improve many industrial applications of flow imaging 
microscopy, such as the monitoring of manufacturing processes for incipient faults, verification of 
product uniformity after manufacturing changes, detection and identification of counterfeit products, 
and development of closely matching biosimilars. For instance, process monitoring commonly employs 
raw particle imagery, histograms of particle descriptors such as size or aspect ratio, or density plots of 
pairs of descriptors. The enhanced sensitivity and lower bias inherent in the proposed method, along 
with its automated nature, could allow the detection of unexpected, subtle faults as they begin to 
develop. 

The ability to apply lever rule-like relationships to determine composition of mixed data sets provides an 
approach for identifying and providing simple characterization of samples containing mixtures of 
subvisible particles. One potential use of this approach is the analysis of counterfeit therapeutics 
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containing a mixture of different formulations. If a sample containing multiple formulations of a given 
therapeutic were analyzed along with pure therapeutics, the counterfeit therapeutic would likely appear 
between the pure therapeutics on the resulting projection and at a position that could be used to 
determine the composition of the counterfeit product. 

Furthermore, new and prospective advances in flow imaging hardware and analysis indicate a trend 
toward more information rich, high dimensional particle data sets. A recently developed holographic 
flow imaging system measures particle refractive index and 3-dimensional spatial morphology.27 Flow 
imaging microscopy with fluorescent labeling may provide further information on particle composition, 
such as whether a particle is proteinaceous, or the secondary structure of aggregated protein molecules 
within particles.28–30 An underlying space describing high level features in particle images may be 
identified by application of advanced machine learning techniques.31,32 

How would one best utilize the high dimensional physical information in flow imaging particle data sets? 
The objective is often comparison: determining whether a flow imaging data set is different from a 
reference data set, determining classes of data sets, or classifying a data set as belonging to one of 
several pre-determined classes. One of these data sets is by nature a sample of a multidimensional 
distribution, so one would seek a method of comparing high dimensional samples of distributions. KLD is 
a logical choice for these comparisons, and MDS is natural for visualizing the comparisons. 

The advantages of the proposed method might benefit not only comparison of particle data sets but 
also prediction of immunogenicity. It has been shown for at least two therapeutic protein drugs that 
different levels of oxidation, levels of aggregation and aggregation mechanisms lead to different levels 
of immunogenicity in humans and transgenic mice. Different brands and formulations of recombinant 
human interferon β (rhIFNβ) result in different levels of neutralizing antibodies and consequently 
varying therapeutic efficacy.33,34 Furthermore, copper-oxidized and thermally stressed rhIFNβ present 
different size and structure of aggregates and levels of aggregation, resulting in different levels of 
immunogenicity in transgenic mice tolerant to rhIFNβ.35 Recombinant human interferon α (rhIFNα) 
exhibits correlations between levels of oxidation and aggregation, aggregate size, and breaking of 
immune tolerance in both humans and hfIFNα-tolerant transgenic mice.36,37 We suggest that the 
methods shown here based on the Kullback-Leibler divergence might be extended within an information 
theoretic framework to develop predictive models of immunogenicity based on distributions of particle 
types. 
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Figure 1.  FlowCAM® images of particles in samples of mAb stressed by a) freeze-thawing; b) shaking 
with low pH and c) incubation at elevated temperature.  It is difficult to discern differences between the 
sets of images by eye, a process that requires human judgement and is potentially unreliable. 
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Figure 2.  Histograms of aspect ratio (horizontal axis) vs. normalized count (vertical axis), for the same 
stresses shown in Figure 1.  Each bin was normalized by the number of counts in the size bin with the 
maximum number of counts. Visual comparison of many samples would be labor-intensive and 
potentially confusing. 
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Figure 3.  All the data from Figure 2 visualized in one plot using the Kullback-Leibler divergence and 
multidimensional scaling.  Stresses that generated the particles in each data set are denoted as letters 
(F: freeze thaw, I: incubation at elevated temperature, S: shaking and pH), and sample numbers are 
enumerated.  The particle descriptor utilized was the aspect ratio. To generate the plot, the Kullback-
Leibler divergence was calculated between all pairs of data sets using a smoothing kernel and then the 
resulting matrix of divergences was projected to two dimensions using classical multidimensional 
scaling.  Similar data sets appear close to each other, and data sets that are more dissimilar appear more 
distant from each other.  The divergence plot shows good separation between all the stresses (i.e., 
particles created using different stresses appear in separate regions of the Kullback-Leibler divergence 
plots), demonstrating that the method easily depicts differences that may be difficult to discern from 
histograms. 
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Figure 4. Comparison of results with different particle descriptors:  a) the Kullback-Leibler divergence 
plot based on size shows poor separation between stresses;  the Kullback-Leibler divergence plots based 
on b) color;  or c) color and aspect ratio show good separation between stresses. 
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Figure 5. A simulation of the effect of data set size (i.e. number of particles) on the ability of the 
Kullback-Leibler divergence method to distinguish between flow microscopy data sets of particles 
produced by different stresses.  The plots were generated with random subsets of the full data sets.  The 
descriptor used was the aspect ratio. The method requires only about 250 particles to approach 
convergence. 
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Figure 6. The effect of smoothing kernel radius r on the ability of the method to distinguish stresses.  
The descriptor used was the aspect ratio.  The descriptor was standardized and r is a multiple of the 
standard deviation of the descriptor.   Separation of stresses seems best for r between 0.12 and 3.6. 
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Figure 7. Kullback-Leibler divergence plot of data sets synthesized by sampling particle images in varying 
ratios from two stress conditions.  The stress conditions were shaking and pH, and freeze-thaw. The 
particle descriptors utilized were the aspect ratio and size.  Solid markers correspond to measured data 
sets while outline markers correspond to synthesized data sets.  Colors of outline markers correspond to 
the portion of the synthesized data set that was sampled from the freeze-thaw data set. The dashed line 
in the figure is the lever arm used in the analysis—the relative position of the average coordinate of the 
synthesized data sets along this line was used to estimate the average composition of the data sets. 
While there are significant deviations in coordinate perpendicular to this lever arm, these deviations are 
generally similar to the deviations of the measured data sets along the same coordinate. 
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Figure 8.  New experimental samples were generated by freeze-thawing or shaking plus pH stress, and 
microflow images were recorded. We used the Kullback-Leibler divergence to compare these new 
samples with a previously-obtained training set, and attempted to determine the stress condition that 
had generated each new data set.  The divergences are plotted as shades of gray, with darker shades 
indicating lower divergence.  The horizontal axis corresponds to data sets in the original training data 
set.  The left vertical axis corresponds to data sets in the test data set. Each pixel corresponds to the 
divergence between a training data set and a test data set. Panel (a) represents divergences calculated 
based on aspect ratio.  Panel (b) represents divergences based on particle color. Predicted stress 
conditions are shown on the right axis. Stress conditions were all predicted correctly based on choosing 
the stress condition that provided the lowest mean divergence between test and training data sets.  

 


